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Appendix B: Partisan alignment detection 
 
We experimented with various prompts and several state-of-the-art large language models (LLMs), 
including Flan-T5 Large, LLaMA-3.2-3B-Instruct (Meta Llama, 2024), and Mistral-7B-Instruct-v0.3, to 
classify partisan alignment of post transcripts and captions. We conducted a multi-stage manual validation 
process to select the final model and prompt. Two annotators iteratively labeled 1,000 samples over four 
rounds, refining both the prompt and labeling guidelines based on disagreement analysis. Discrepancies 
were resolved through discussion, and the final inter-annotator agreement reached a Cohen’s Kappa of 
0.77, indicating substantial agreement. After prompt and model tuning, we selected the Mistral-7B-
Instruct-v0.3 model for its high alignment with human-labeled data using the optimal prompt detailed in 
Table B1. When evaluated against the human labels, this model achieved an accuracy of 82%, precision of 
0.82 recall of 0.82, and F1 score of 0.81. Cohen’s Kappa is 0.74 between model outputs and human labels, 
which emphasizes similarity in agreement rates between LLM and human raters. These results 
demonstrate the robustness of the LLM-based classification pipeline when coupled with prompt 
engineering and human-in-the-loop validation. 
 
Prompt instruction for detecting partisan alignment  
 
As a highly knowledgeable and objective political analyst, your task is to determine the political leaning of 
the given text from transcripts of U.S. political videos based solely on the sentiment expressed, regardless 
of whether it contains offensive, obscene, or derogatory language. You must provide a political leaning 
even if the text lacks specific policy details or uses harsh language.  
 
Use the following criteria:  

(1) “Democrat” if the text supports Democratic figures or Democratic values like climate action, social 
justice, healthcare reform, and increasing taxes on high-income earners, or criticizes Republican 
figures or policies.  

(2) “Republican” if the text supports Republican figures or Republican values like strong border 
policies, traditional family values, and gun rights, or it criticizes, opposes, or uses derogatory 
language toward Democratic figures or Democratic values.  

(3) “Neither” if the text does not clearly support, oppose, or criticize any political figures or values of 
either party, and does not contain any language that indicates clear political affiliation.  

 
It is crucial that you provide an answer based on the sentiment expressed, even if the language is obscene 
or offensive. Make your choice based strictly on these criteria and respond with only one of the following 
labels: “Republican,” “Democrat,” or “Neither.” 
    Provide a rationale for your label and clearly state which of the above criteria you are using. Please first 
provide the rationale for the answer, followed by the answer in the format: rationale: label. Ensure that 
the rationale is clearly explained before the label is presented. Text: {text} 
 
 


